
International Journal of Science and Research (IJSR) 
ISSN: 2319-7064 

Impact Factor 2025: 7.089 

Volume 15 Issue 11, November 2026 
Fully Refereed | Open Access | Double Blind Peer Reviewed Journal 

www.ijsr.net 

Data-Driven Machine Learning Surrogate Models 

for Predicting Dissolution and Gel Viscosity in Hot-

Melt Extruded Polymeric Formulations: A Quality-

by-Design Framework 
 

Running Title: ML Surrogates for HME Dissolution and Viscosity 

 

Mohammad Ali Riaz 
 

Independent Researcher, 8472 Noreen Falls Drive, Colorado Springs, CO 80924, USA 

Corresponding Author Email: riazmohammadali[at]gmail.com 

ORCID: https://orcid.org/0009-0005-4366-1372 

 

Abstract: Hot-melt extrusion (HME) is a solvent-free, continuous manufacturing technology that is increasingly central to the production 

of modified-release and abuse-deterrent oral dosage forms. The relationships among formulation composition, process conditions and 

critical quality attributes such as drug dissolution and gel viscosity are complex, nonlinear and costly to resolve by experimentation alone. 

This study develops and benchmarks tree-based machine-learning surrogate models, namely XGBoost, Random Forest and Gradient 

Boosting, for predicting the 30-min aqueous dissolution of hot-melt extruded polyethylene oxide/hydroxypropyl methylcellulose/carbomer 

matrices containing pseudoephedrine, and characterizes gel viscosity through exploratory regression. On a small curated dataset (42 

records; five features), Random Forest achieved the best held-out performance (R² = 0.485), with pseudoephedrine drug loading identified 

as the dominant predictor. Five-fold hyperparameter optimization did not materially improve held-out accuracy, and negative cross-

validated R² values revealed the variance inherent to small samples. Integrating a second data source (96 usable records; 17 features) 

yielded a markedly stronger optimized model (R² = 0.984; RMSE = 3.56%), although this gain partly reflects target leakage through the 60-

min dissolution endpoint. SHAP analysis attributed predictive power to drug content uniformity and the 60-min readout, and residual 

diagnostics of the single-source model showed no systematic bias. These results establish a reusable, interpretable, quality-by-design 

workflow for surrogate modeling in pharmaceutical process engineering and highlight the safeguards needed before such models are used 

for formulation decisions. 
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1. Introduction 
 

Hot-melt extrusion (HME) has become one of the most 

versatile unit operations in pharmaceutical manufacturing. As 

a solvent-free, continuous process, HME combines thermal 

and mechanical energy to melt, mix and pump a formulation 

through a die, enabling the production of amorphous solid 

dispersions, taste-masked granules, sustained-release 

matrices, implants and films [1–7]. Its compatibility with 

continuous manufacturing and process analytical technology 

(PAT) has made HME a natural fit for modern quality-by-

design (QbD) paradigms, in which product quality is designed 

into the process through a mechanistic or data-driven 

understanding of critical material attributes, critical process 

parameters and critical quality attributes (CQAs) [8–13]. 

Regulatory filings for HME products increasingly rely on this 

level of process understanding [14, 15]. 

 

Despite this promise, formulation development for HME 

remains largely empirical. The target product profile for 

modified-release and abuse-deterrent formulations depends 

on a delicate balance among polymer content, drug loading 

and processing history [16, 17]. Polyethylene oxide (PEO) and 

hydroxypropyl methylcellulose (HPMC) are hydrophilic, 

swellable, gel-forming polymers that govern both drug-

release kinetics and the mechanical and viscous properties of 

the hydrated matrix [18–20]. High-molecular-weight PEO is 

particularly attractive for abuse-deterrent formulations 

because it forms a robust, high-viscosity gel that resists 

crushing, pulverization and solvent extraction [2, 21–23]. For 

pseudoephedrine-containing products, sustained release is a 

long-standing objective [24], and abuse deterrence is an 

increasingly prominent regulatory consideration for products 

with misuse potential [25]. The mapping from formulation 

variables to dissolution and gel viscosity is nonetheless 

nonlinear and coupled, and it is usually evaluated through 

costly dissolution and rheological experiments. 

 

Machine learning (ML) offers a powerful complement to 

experimentation by learning these input–output relationships 

directly from data, producing surrogate models that can 

accelerate design-space exploration, screening and process 

control [26–28]. Tree-based ensemble methods, namely 

Random Forest [29], Gradient Boosting [30, 31] and Extreme 

Gradient Boosting (XGBoost) [32], are well suited to the 

small, tabular, heterogeneous datasets typical of 

pharmaceutical formulation studies, where interpretability 

and robustness to noise are paramount [33]. Recent work has 

demonstrated the feasibility of ML for predicting HME-

induced amorphization and chemical stability [34], the 

physical stability of solid dispersions [35], formulation 

behavior and dissolution [36–38], the dissolution profiles of 

extended-release tablets [39] and the printability of drug-

loaded filaments [40–42]. Interpretability methods such as 

Shapley additive explanations (SHAP) [43] allow these 

otherwise opaque ensembles to be interrogated for 

mechanistic insight, aligning them with the process-

understanding expectations of QbD and with calls for 
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transparent models in high-stakes decisions [44]. 

Interpretable ML surrogates have also been combined with 

kinetic and computational fluid dynamics models to define 

risk-based design spaces within a computational QbD 

framework for complex drug- product manufacturing [45]. In 

continuous-manufacturing and digital-twin settings, such 

models can serve as soft sensors that map formulation and 

process inputs to CQAs in near real time [4, 8, 46–48]. 

 

The present study addresses three gaps. First, it provides a 

direct, side-by-side benchmark of XGBoost, Random Forest 

and Gradient Boosting for HME dissolution prediction within 

a single, consistent pipeline, complemented by exploratory 

regression of gel viscosity against formulation variables. 

Second, it couples hyperparameter optimization with 

interpretability (SHAP) and error analysis, moving beyond 

aggregate accuracy metrics to model diagnostics. Third, it 

critically evaluates the consequences of dataset construction, 

revealing both the gains available from data integration and 

the specific risk of target leakage when correlated endpoints 

are used as features. 

 

The overall goal is a transferable, QbD-aligned and 

interpretable ML workflow that pharmaceutical process 

engineers can use to augment experimental screening with 

data-driven surrogate models. 

 

2. Materials and Methods 
 

2.1 Datasets and Experimental System 

 

Two primary data sources were used. The first source (HME 

dataset; Table S1 in Online Resource 1) contains 42 records 

describing hot-melt extruded PEO/HPMC/carbomer matrices 

loaded with pseudoephedrine. Each record comprises five 

formulation/process features, namely PEO content (%), 

HPMC content (%), pseudoephedrine loading (mg), carbomer 

content (%) and tablet hardness (kp; 1 kp = 9.81 N), together 

with the response variables 30-min aqueous dissolution (%), 

ethanol and acetone extraction yields (%), gel viscosity (Pa·s), 

a binary gel- formation indicator and drug content uniformity 

(% relative standard deviation, RSD). Dissolution and gel 

viscosity served as the primary regression targets. All data 

analyzed in this study were secondary; no new laboratory 

experiments were performed by the author. The records were 

compiled from publicly available open-source datasets hosted 

on GitHub and DOI-registered data repositories, harmonized 

to common variable names and units and curated into a 

consolidated dataset that is openly available in figshare under 

a CC BY 4.0 license [49]. Materials, processing conditions 

and analytical methods (dissolution, gel viscosity, solvent 

extraction and hardness testing) are those reported by the 

original data contributors, and the reported values were used 

without modification. Where such details were not reported in 

the source records, they could not be independently verified, 

and this is acknowledged as a limitation (Section 4.5).  

 

The second source (processing dataset) contained additional 

process and quality records and was likewise obtained from a 

public repository. Its 30-min dissolution column was 

harmonized with the HME dataset and the two tables were 

concatenated to form a combined table of 126 entries across 

partially overlapping features. After cleaning, the usable 

combined cohort comprised 96 samples and 17 features 

(Table 1). 

 

2.2 Data Preprocessing 

 

Data were loaded and cleaned using a purpose-built 

DataPipeline class implemented in Python. Cleaning replaced 

“NA” string values with missing values and, where a target 

column was specified, dropped rows with missing target 

values. For the single-source analysis, rows with any missing 

feature or target value were removed. For the combined 

analysis, missing feature values were imputed with the 

column mean to retain the maximum number of informative 

samples. Data were partitioned into training and held-out test 

sets using an 80/20 split with a fixed random seed 

(random_state = 42), yielding 33 training and 9 test samples 

for the single- source analysis. Features were standardized to 

zero mean and unit variance using StandardScaler fitted on the 

training partition only, to prevent information leakage from 

the test set. 

 

2.3 Machine Learning Models 

 

Three tree-ensemble regression algorithms were evaluated. 

Random Forest (RF) is a bagging ensemble in which each tree 

is trained on a bootstrap sample and each split considers a 

random subset of features [29]. Gradient Boosting (GB) 

constructs an additive ensemble of weak learners, with each 

new tree fitted to the residuals of the current ensemble [30]. 

XGBoost is a regularized, scalable implementation of 

gradient boosting with L1/L2 regularization [32]. 

 

Baseline hyperparameters were: XGBoost (n_estimators = 

100, max_depth = 6, learning_rate = 0.1), RF (n_estimators = 

100, max_depth = 15, min_samples_split = 5) and GB 

(n_estimators = 100, max_depth = 5, learning_rate = 0.1). 

Models were implemented with scikit-learn [50] and the 

xgboost library. 

 

2.4 Model Training and Evaluation 

 

Models were trained on the standardized training partition and 

evaluated on the held-out test partition. Four metrics were 

computed: the coefficient of determination, R² = 1 − Σ(yᵢ − 

ŷᵢ)²/Σ(yᵢ− ȳ)²; the root-mean-square error, RMSE = √[(1/n)Σ(yᵢ 

− ŷᵢ)²]; the mean absolute error, MAE = (1/n)Σ|yᵢ − ŷᵢ|; and the 

mean absolute percentage error, MAPE = (100/n)Σ|(yᵢ − 

ŷᵢ)/yᵢ|, where yᵢ is the observed value, ŷᵢ the predicted value, ȳ 

the mean observed value and n the number of test samples. R² 

was the primary objective metric; values below 0 indicate 

performance worse than predicting the mean. 

 

2.5 Hyperparameter Optimization 

 

Hyperparameters were optimized with GridSearchCV using 

five-fold cross-validation (CV) on the training data, 

maximizing R². Candidate grids covered learning_rate, 

max_depth and n_estimators for XGBoost and GB, and 

max_depth, min_samples_split and n_estimators for RF. 

 

The configuration with the highest mean cross-validated R² 

was selected and re-evaluated on the held-out test set. Because 

model selection and performance estimation on the same folds 
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can bias error estimates [51], the held-out test set was not used 

during tuning. 

 

2.6 Model Interpretability with SHAP 

 

SHAP values were used to interpret the optimized RF models 

[43]. SHAP decomposes each prediction into additive feature 

contributions grounded in Shapley values from cooperative 

game theory. The tree-specific TreeExplainer was applied for 

computational efficiency [47]. 

 

2.7 Error Analysis 

 

The residuals of the optimized RF model, defined as rᵢ = yᵢ − 

ŷᵢ, were analyzed to assess model adequacy. A scatter plot of 

residuals versus predicted values was inspected for 

heteroscedasticity and systematic bias, and a histogram with 

a kernel-density estimate (KDE) was used to assess the 

residual distribution for approximate normality and centering 

near zero. 

 

2.8 Software and Reproducibility 

 

All analyses were performed in Python 3 using pandas (≥ 2.3), 

NumPy (≥ 2.4), scikit-learn (≥ 1.8) [50], xgboost (≥ 3.4), shap 

(≥ 0.52) and matplotlib (≥ 3.10). Data partitioning used 

random_state = 42 for reproducibility. The pipeline is 

modularized into DataPipeline (loading, cleaning, feature 

preparation) and ModelTrainer (splitting, training, 

evaluation, prediction) classes; the complete code, the 

consolidated dataset and the software environment are 

provided in Online Resource 1. 

 

3. Results 
 

3.1 Exploratory Analysis of Formulation–Property 

Relationships 

 

Regression analysis of the HME dataset revealed a positive, 

approximately linear association between gel viscosity and 

both PEO content and HPMC content (Pearson r = 0.64 for 

each; Fig. 1). The influence of drug loading on gel viscosity 

was non-monotonic. Stratifying average gel viscosity by 

pseudoephedrine loading showed that intermediate loadings 

(3 mg and 10 mg) produced the highest average viscosities, 

whereas the lowest loading (0.075 mg) produced markedly 

lower viscosity. Dissolution spanned a wide dynamic range 

(approximately 8 –35% at 30 min). The fastest-dissolving 

records also showed high ethanol and acetone extraction 

yields (approximately 78–82%) and low gel viscosity 

(approximately 380–520 Pa·s), whereas slow-dissolving, 

high-viscosity records showed minimal extractable drug. 

 

3.2 Baseline Model Performance 

 

Three baseline models were trained on the 42-record HME 

dataset (33 training/9 test samples) using the five 

formulation/process features to predict 30-min dissolution. 

Held-out R² values were 0.404 (XGBoost), 0.485 (RF) and 

0.419 (GB) (Table 2). Feature-importance analysis (Fig. 2) 

identified pseudoephedrine loading as the dominant predictor 

in both models; for XGBoost its importance was 

approximately 0.85, followed distantly by PEO content 

(approximately 0.09), whereas for RF tablet hardness ranked 

second. 

 

To illustrate the deployment mode of the surrogates, three 

unseen candidate formulations (PEO/HPMC contents of 

8/12%, 10/15% and 12/18% at a fixed 30-mg drug load) were 

passed through the trained baseline models. The models 

produced closely concordant predictions of about 20–25% 

dissolution, with wider inter-model disagreement for the 

higher-polymer candidate, reflecting greater extrapolation 

uncertainty in that region of the design space. 

 

3.3 Hyperparameter Optimization 

 

Five-fold grid-search optimization selected different 

configurations for each algorithm (Table 3), but the best 

cross-validated R² values were negative for all three models 

(−0.222, −0.351 and −0.187 for XGBoost, RF and GB, 

respectively; Table 2). On the held-out test set, the optimized 

models yielded R² values of 0.284, 0.474 and 0.397, 

respectively: XGBoost declined (0.404 to 0.284), whereas RF 

and GB changed marginally (Fig. 3). 

 

3.4 Combined-Dataset Random Forest 

 
An RF model trained on the combined dataset (96 usable 

samples; 17 features; mean imputation) achieved a test R² of 

0.983 (RMSE = 3.76%, MAE = 2.38%, MAPE = 7.90%). 

After optimization, performance improved to R² = 0.984 

(RMSE = 3.56%, MAE = 2.17%, MAPE = 7.54%), with a 

cross-validated R² of 0.978 (Table 4). The combined feature 

set included the 60- min dissolution endpoint. 

 

3.5 Feature Importance and SHAP Interpretation 

 

SHAP analysis of the optimized combined-data model 

identified drug content uniformity (% RSD) as by far the most 

influential feature, followed by the 60-min dissolution 

readout (data not shown). Dependence plots revealed 

nonlinear relationships, with SHAP contributions changing in 

magnitude and sign across the feature range. For the single-

source model (Fig. 4), SHAP confirmed that drug loading 

dominates predictions, with polymer content and hardness 

contributing smaller effects, in agreement with the built-in 

feature importance (Fig. 2). 

 

3.6 Error Analysis 

 

Residual diagnostics for the optimized single-source RF 

model (n = 9 test samples) are shown in Fig. 5. Residuals were 

scattered about zero without an obvious trend across the 

prediction range, although a few points showed residuals of 

approximately ±7%. The residual histogram/KDE was 

approximately symmetric and centered near zero. 

 

4. Discussion 
 

4.1 Mechanistic Interpretation of Formulation Effects 

 

The positive association between gel viscosity and polymer 

content is consistent with the role of PEO and HPMC as 

viscosity-enhancing, gel-forming excipients: a higher 

polymer mass fraction increases chain entanglement and 
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swelling, yielding a more viscous hydrated gel network [2, 

18, 20]. The non-monotonic effect of drug loading suggests 

that the drug participates in the gel network indirectly through 

the local polymer-to-drug ratio. The inverse coupling between 

solvent extraction and gel robustness is meaningful for abuse-

deterrent performance: a strong, high-viscosity gel resists 

solvent-based extraction, whereas a weakly gelling matrix is 

more readily extracted [2, 21–23]. The dominance of drug 

loading as a predictor of 30-min dissolution is likewise 

consistent with the established dependence of release rate on 

the drug-to- polymer ratio and the associated changes in 

matrix swelling, erosion and diffusion path length [20, 52]. 

 

4.2 Model Performance in the Small-Data Regime 

 

RF achieved the strongest single-source performance, 

consistent with its robustness on small, high-variance 

datasets: bagging and feature subsampling mitigate the 

overfitting to which boosted models are prone when training 

data are scarce [29, 33]. These values must nevertheless be 

interpreted in the context of sample size, because a held-out 

estimate based on nine observations carries substantial 

variance [53, 54]. A negative cross-validated R² indicates that 

a model performed worse than a constant mean predictor, a 

signature of high variance and insufficient training data rather 

than algorithmic deficiency. Hyperparameter optimization 

driven by cross-validated R² can therefore select 

configurations that overfit the training folds without 

generalizing to unseen data, as illustrated by the decline of 

XGBoost after tuning. The consistently strong rank of RF 

supports its use as the default model class in this regime, 

while the in silico screening of candidate formulations 

highlights both the value of rapid screening and the need for 

calibrated uncertainty intervals outside densely sampled 

regions. 

 

4.3 Data Integration and Target Leakage 

 

The improvement from R² ≈ 0.47 to 0.98 on the combined 

dataset must be interpreted with care. The near-parity 

between cross-validated and held-out performance suggests 

that the larger cohort is no longer variance-dominated, but 

two factors contribute: the combined dataset is larger and 

richer, and it also includes the 60-min dissolution endpoint as 

a feature. Because the 30- and 60-min dissolution values are 

correlated outputs of the same release process, using the later 

time point to predict the earlier one constitutes target leakage: 

the feature contains information unavailable at prediction 

time in a genuine prospective setting [55]. The reported R² of 

0.984 therefore represents an upper bound on forward-

predictive utility. Only features known before the prediction 

time point should be used, or a full profile should be predicted 

jointly rather than one time point from a later one. The 

dominance of content uniformity in the SHAP analysis is 

mechanistically plausible, because spatial heterogeneity in 

drug distribution modulates local dissolution rates and the 

reproducibility of 30-min release. 

 

4.4 Engineering Implications and Comparison with Prior 

Work 

 

This study demonstrates a complete, reusable data-driven 

QbD workflow: dataset consolidation, benchmark modeling, 

hyperparameter optimization, interpretability and diagnostic 

error analysis. The results align with and extend recent 

demonstrations of ML for HME [34, 35] and dissolution 

prediction [37–39], and they complement computational QbD 

frameworks that pair interpretable surrogates with 

mechanistic models [45], targeting continuous quality 

attributes that map directly onto CQAs and can serve as soft-

sensor models in a digital-twin or real-time-release setting [4, 

8, 12, 46]. Two practical recommendations follow. First, in 

small- data regimes RF should be the default baseline, with 

boosting methods reserved for larger, cleaner datasets. 

Second, data integration is the most effective lever for 

improving predictive power but must be accompanied by 

rigorous leakage auditing. The modular DataPipeline/ 

ModelTrainer architecture is amenable to industrial adoption 

as a soft sensor, but regulatory-facing surrogates should be (i) 

trained on a design space that brackets the intended operating 

range, (ii) validated on independent, prospectively 

manufactured batches and (iii) accompanied by quantified 

uncertainty so that extrapolation is flagged rather than silently 

accepted [9, 11, 44]. 

 

4.5 Limitations and Future Work 

 

Several limitations bound these findings. The data are 

secondary and were compiled from public repositories, so the 

experimental conditions under which they were generated 

could not be independently verified or standardized across 

sources. The single-source dataset is small (42 records), and 

the residual analysis rests on nine test samples. The combined 

dataset contains missing values handled by mean imputation, 

which can attenuate variance and bias associations [56]; 

because the imputation means were not explicitly restricted to 

the training partition, minor information sharing between 

partitions cannot be excluded. The combined model’s use of 

the 60- min endpoint introduces target leakage, and a single 

80/20 split was used, whereas repeated or nested CV would 

provide more stable estimates [51, 54]. Future work should 

expand the dataset through active learning [28], replace mean 

imputation with principled multiple imputation [56, 57], 

adopt nested CV with conformal prediction for calibrated 

intervals, couple the tree ensembles with mechanistic release 

models such as Korsmeyer–Peppas or Higuchi kinetics [52, 

58] to improve extrapolation, link inputs to in-line PAT 

signals [13] and validate predictions prospectively on 

independently manufactured batches. 

 

5. Conclusion 
 

This study developed and systematically benchmarked an ML 

workflow for predicting a CQA, the 30-min aqueous 

dissolution of hot-melt extruded PEO/HPMC/carbomer 

formulations, and characterized gel viscosity through 

exploratory regression. On a small single-source dataset, RF 

delivered the best held-out performance (R² = 0.485), with 

pseudoephedrine drug loading identified as the dominant 

predictive feature. Hyperparameter optimization did not 

overcome the fundamental limitation of small sample size, as 

shown by negative cross-validated R² across all models; 

algorithmic tuning cannot substitute for data. Integration of a 

second data source improved the optimized RF to R² = 0.984, 

with SHAP analysis attributing predictive power primarily to 

drug content uniformity and the 60-min dissolution readout; 
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the latter highlights a target-leakage caveat that must be 

managed in dissolution-profile modeling. Residual 

diagnostics of the single-source model showed no systematic 

bias. Overall, the work provides a transferable, interpretable, 

QbD-aligned template for surrogate modeling in 

pharmaceutical HME and concrete guidance for moving ML 

from exploratory analysis to process-engineering decision 

support. 
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Figure Legends 

 

Figure 1 Exploratory regression of gel viscosity against (a) 

PEO content and (b) HPMC content in the HME dataset (n = 

42). Circles, individual records; line, least-squares fit 

(Pearson r = 0.64 for each panel) 

 

Figure 2 Baseline feature importance for 30-min dissolution 

prediction by (a) XGBoost and (b) Random Forest. Tablet 

hardness is shown in kp (1 kp = 9.81 N) 

 

Figure 3 Held-out R² of XGBoost, Random Forest and 

Gradient Boosting before (baseline) and after five-fold 

GridSearchCV optimization (HME dataset; n = 42, 33 

training/9 test samples) 

 

Figure 4 SHAP beeswarm summary plot for the optimized 

single-source Random Forest. Each point is one test sample; 

features are ordered by global importance and colour indicates 

feature value from low (blue) to high (red) 

 

Figure 5 Residual diagnostics for the optimized single-source 

Random Forest (n = 9 test samples): (a) residuals versus 

predicted 30-min dissolution; (b) residual histogram with a 

kernel- density estimate 

 

Table 1: Summary of the datasets used in this study 

Dataset Records Features (modeling) Primary target(s) 

HME (Online Resource 1) 42 
5 (PEO %, HPMC %, drug loading, 

carbomer %, hardness) 
30-min dissolution; gel viscosity 

Processing (public repository) — Process and quality variables 30-min dissolution (harmonized) 

Combined 126 (96 usable) 17 (mean-imputed) 30-min dissolution 

HME, hot-melt extrusion; HPMC, hydroxypropyl methylcellulose; PEO, polyethylene oxide 

 

Table 2: Held-out predictive performance for 30-min dissolution (HME dataset, 42 records) 
Model Baseline R² Optimized R² Best CV R² 

XGBoost 0.404 0.284 −0.222 

Random Forest 0.485 0.474 −0.351 

Gradient Boosting 0.419 0.397 −0.187 

CV, cross-validation (five-fold, training partition); held-out test set n = 9 
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Table 3: Best hyperparameters selected by five-fold GridSearchCV 

Model Selected hyperparameters 

XGBoost learning_rate = 0.01, max_depth = 5, n_estimators = 50 

Random Forest max_depth = 10, min_samples_split = 10, n_estimators = 200 

Gradient Boosting learning_rate = 0.01, max_depth = 3, n_estimators = 100 

 

Table 4: Random Forest performance on the combined dataset (96 usable samples, 17 features) 
Metric Baseline Optimized 

Test R² 0.983 0.984 

RMSE (%) 3.76 3.56 

MAE (%) 2.38 2.17 

MAPE (%) 7.90 7.54 

Best CV R² — 0.978 

 

MAE, mean absolute error; MAPE, mean absolute percentage error; RMSE, root-mean-square error. The feature set includes 

the 60-min dissolution endpoint (see Discussion on target leakage) 

 

 
Figure 1 Exploratory regression of gel viscosity against (a) PEO content and (b) HPMC content in the HME dataset (n = 42). 

Circles, individual records; line, least-squares fit (Pearson r = 0.64 for each panel) 

 

 
Figure 2: Baseline feature importance for 30-min dissolution prediction by (a) XGBoost and (b) Random Forest. Tablet 

hardness is shown in kp (1 kp = 9.81 N) 
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Figure 3: Held-out R² of XGBoost, Random Forest and Gradient Boosting before (baseline) and after five-fold 

GridSearchCV optimization (HME dataset; n = 42, 33 training/9 test samples) 

 

 
Figure 4 SHAP beeswarm summary plot for the optimized single-source Random Forest. Each point is one test sample; 

features are ordered by global importance and colour indicates feature value from low (blue) to high (red) 

 

 
Figure 5: Residual diagnostics for the optimized single-source Random Forest (n = 9 test samples): (a) residuals versus 

predicted 30-min dissolution; (b) residual histogram with a kernel-density estimate 
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